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Abstract

Current technologies for distributed application de-
velopment, while being well-adapted for the client-
server model, do not adequately address emerging ap-
plication domains, such as multimedia, embedded or
mobile applications. The black box approach, used
to achieve distribution and OS transparency, prevents
application developers from adapting execution envi-
ronments to the semantics and constraints of their ap-
plication domain, thus leading to a growing number of
ad-hoc solutions which are closed, static and poorly in-
teroperable. As a solution, we present a reflexive and
dynamically adaptable execution environment,' based
on reification of hardware resources and a standalone
dynamic code generator. This architecture allows dy-
namic construction of specialized OS or middleware
components.

1 Introduction

Nowadays solutions for distributed application de-
velopment rely on the legacy of RPC and the use of
middleware such as Corba or DCOM, to provide a set
of high-level services and utilities. While being well-
adapted to the traditional client-server model, they
poorly support emerging application domains includ-
ing, but not restricted to, multimedia, real-time or mo-
bility. Middleware technologies have focused on distri-
bution transparency and ease of use, providing appli-
cation developers with high-level abstractions. Thus
they tend to be black bozes, relying on a one-size-
fits-all approach exporting well-defined, rigid, closed
and static mechanisms; these mechanisms cannot ac-
comodate constraints or semantics they were not de-
signed for. For example, the replication and coherency
strategies that a distributed application can use are
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restricted to the possibilities of the underlying ORB
[BST99]. Emerging application domains, and their
associated constraints and semantics have lead to ad-
hoc solutions. These solutions are poorly interopera-
ble and not even compatible with the technology they
are based on. For example, both Minimal Corba and
Real-Time Corba provide fixed solutions for given ap-
plication domains, but in a completely ad-hoc way.

Several projects, based on reflexive ORBs propose
solutions to increase flexibility, via dynamic loading
of components and use of design patterns. Because
their solutions are based on inflexible execution envi-
ronments, they are obviously still limited: adaptation
of system strategies and services is bound to the pos-
sibilities of the underlying systems, and adaptation of
language aspects (such as component model, develop-
ment paradigm, aspect composition, etc.) is limited
by the reflexivity of the ORB’s implementation.

In this paper we present a platform for dynamic
construction of reflective and dynamically-adaptable
ORBs. It relies on an execution environment (in-
cluding both system and language aspects) that is
minimal, completely open, reflexive and dynamically
adaptable while remaining interoperable with existing
code. This single execution engine, with a minimal
common language substrate, enforces interoperabil-
ity between environments and applications running on
top of it. In the next section we describe the architec-
ture of our execution environment. Some performance
measurements are presented in section 3 and related
projects in section 4. Section 5 draws some conclu-
sions and perspectives.

2 Architecture

To address the issues raised by emerging applica-
tion domains, in terms of flexibility and dynamism,
we propose a novel execution environment, completely
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Figure 1: Architecture of the execution environment.

open, reflexive and flexible. Middleware built on top
of it inherit these properties and thus are able to
avoid limitations of current solutions. Applications
can have complete control over their execution en-
vironment, and adapt it to their needs and seman-
tics, from low-level mechanisms to high-level services
or language features, such as component model or pro-
graming paradigms. Applications which do not have
specific needs or constraints can obviously use stan-
dard high-level components and thus avoid the cost of
re-implementing those services with low-level mecha-
nisms.

2.1 Overview

Adaptation can take place at different levels in the
execution environments and is therefore limited by the
flexibility inherent in each of those levels. Most reflex-
ive middleware is thus limited by the rigidity of the un-
derlying OS. To allow complete dynamic adaptation
of an application’s execution environment, it should
be possible to introspect at every level and change
anything, according to the security policies if any. It
seems obvious that not only the middleware layer has
to be reflexive, but the whole execution environment:
from the application down to the physical resources.

Our architecture, as illustrated in Figure 1, re-
lies on a completely open, reflexive and dynamically-
adaptable underlying execution environment, provid-
ing both system and language support without impos-
ing any predefined model or abstraction. This environ-
ment permits the creation of reflexive and dynamically
adaptable ORBs. Applications can therefore dynam-
ically tailor an ORB to their needs, constraints and
semantics, avoiding the cost of genericity without sac-
rificing portability and interoperability with existing
platforms.

Since there’s stronger and stronger coupling be-
tween language and system aspects, our execution
environment aims at providing support for dynamic
adaptation at both system and language levels. Push-
ing the Exokernel [Ex095] philosophy to the limit,
it consists, for the system part, only of a bootstrap

Hardware Abstraction Layer (HAL). This HAL, called
THINK? [FS01], developed at France Telecom Re-
search Lab, is responsible for reifying hardware com-
ponents and therefore providing access to the bare
hardware. Thus, no abstraction is (pre-)defined at
this level. Just above THINK, comes a dynamic code
generator, called YNVM?3. The input language to the
YNVM consists of syntax trees (often represented tex-
tually using a lisp-like prefix syntax). Our architecture
is structured as a set of interfaces and components.
The component model is based on the ODP Reference
Model, but no composition model is enforced.* Each
component exports one or more interface(s) that rep-
resent access points to it. Having different interfaces
allows a component to separate its functionalities; for
example, to represent different aspects of its seman-
tics or functionalities, different security levels or QoS
guarantees.

The communication channels (or bindings) between
components are reified, through binding-Factories, to
provide “flexible bindings”. Thus the semantic and the
implementation of the interaction between two com-
ponents can be dynamically adapted, for example to
provide remote invocation after a migration or group
remote invocation for dynamically-replicated compo-
nents.

2.2 A Hardware Abstraction Layer

Whereas traditional kernels define logical abstrac-
tions like virtual memory or filesystems, THINK is
just a library of hardware abstractions. Its purpose is
to boot and reify hardware resources and their func-
tionalities, such as memory or devices, without adding
any logical abstraction. It is therefore structured as a
set of components representing the hardware. Each
component exports one or more interface(s), corre-
sponding to the hardware’s functionalities, without
adding any semantic to them. Thus, components pro-
vide access to physical resources, without any man-
agement or control: they are “policy neutral”. By ex-
posing the hardware to higher-level software, THINK
permits the construction of a completely open environ-
ment and therefore does not introduce any limitations
to flexibility. THINK represents the main hardware-
dependent part of the architecture and runs on Power-
PC architectures.

For example the interface of the network driver
looks like :

2for THINK Is Not a Kernel

3for YNVM is Not a Virtual Machine

4Thanks to dynamic flexibility, a contract-based approach
can be dynamically added to the loading mechanism to
ensure safe execution of components exporting contacts or
specifications.




interface net {

int start(netif protocol);

int stopQ;

int transmit(packet msg, int res, int size);
void set_promiscuous(boolean promises) ;
char[] get_mac();

}

2.3 A Reflexive Dynamic Compiler

The YNVM is a dynamic code generator that pro-
vides both a complete, reflexive language, and an exe-
cution environment. It has been developed in the con-
text of the VVM project [Fol00] to allow the dynamic
generation of domain-specific virtual machines.

The main objectives of this environment are: (i) to
maximize the amount of reflective access and inter-
cession, at the lowest possible software level, while
preserving simplicity and efficiency; (ii) to use a com-
mon language substrate to support multiple language
and programming paradigms. To achieve this, the
YNVM provides four basic services: (i) code genera-
tion: a fast, platform- and language-independent dy-
namic compiler producing efficient native code that
adheres (by default) to the local platform’s C ABI
(Application Binary Interface); (ii) meta-data are kept
between compilations, thus allowing higher-level soft-
ware to reason about its implementation or that of the
environment, and dynamically modify them; (iii) in-
trospection on dynamically-compiled code, the appli-
cation and the environment itself; (iv) input methods,
giving access to the compilation and configuration pro-
cesses at all levels.

The YNVM is structured as a set of interfaces and
components, such as parser, tree optimizer/compiler,
native instruction generator, etc. By combining com-
ponents implementing those interfaces, applications in
different execution format, from native ELF binaries
to any bytecoded languages, can be loaded and exe-
cuted. Moreover, having a single “root” execution en-
vironment allows complete interoperability and data
sharing at both the execution environments and ap-
plications level.

The execution model is similar to C and the
dynamically-compiled code has the same performance
as a statically compiled and optimized C' program.

2.4 A Dynamic and Reflexive ORB

On top of this “root” execution environment, we
were able to build a dynamic reflexive ORB. This ORB
relies on the underlying component model and a ba-
sic “flexible binding” model. A flexible binding can be
seen as a communication channel between two compo-
nents. Reifying the interactions between components

allows the dynamic construction of specialized com-
munication channels. Since anything built on top of
the “root” execution environment inherits its reflex-
ivity and dynamism, it is possible to add, remove or
reconfigure any service in the ORB. Moreover, thanks
to the complete reflexivity of the underlying environ-
ment, even the definition of the component model can
be adapted at any time. Whereas flexibility is tra-
ditionally limited by rigid security rules, our archi-
tecture does not impose any protection or security.
Rather it exports mechanisms such as MMU for mem-
ory isolation or the code loader for static and dynamic
code verification, as in the Java VM. With such an
environment, it becomes possible to tailor the middle-
ware layer precisely to an application’s needs.

For example, by reconfiguring the binding factory,
communications between components can be dynami-
cally adapted to execution conditions. An application
can switch to an efficient lower-level protocol when
using a reliable LAN connection, switch to a mobility-
aware protocol when necessary, or even apply different
security mechanisms to components based on their se-
mantics. Thanks to the dynamic code generator, an
application can export a component “on-the-fly”; that
is, dynamically generate a stub/skeleton pair, possibly
specialized for a given target environment or commu-
nication mode.

Adaptation is not limited to system aspect. For ex-
ample, the basic component model can be dynamically
enhanced by the addition of aggregation and composi-
tion operations (this can be used to enforce a contact-
based component model). We also defined a basic As-
pect Oriented Programming (AOP) extension, which
can be used to dynamically wrap or weave different
aspects into components. Moreover, because of the in-
herent reflexivity and flexibility of the global environ-
ment, the aspect weaver component itself can be en-
hanced with aspects or adapted. For example, adding
a “history” aspect allow some “undo” operations on
aspects wrapping and changing the weaver code allows
adaptation of the wrapping strategy, and thus seman-
tic: interposition, or inlining with dynamic recompi-
lation. Since the underlying environment provides us
with a common language substrate, we can preserve
the basic properties of a middleware layer, portability
and interoperability, while gaining dynamic flexibility
and reflexivity.

2.5 Adaptation scenarios

Consider a host with a component A and two, or
more, other hosts. When a remote component requires
a binding to the component A, we can use the re-
flexivity of the environment to dynamically produce a
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Figure 2: Reconfiguration of bindings.

binding (in this case a proxy) for component A.

However, because this is done “on-the-fly” | the gen-
erated proxy does not have to pay the price of gener-
icity and thus we can exploit all the information we
might have, such as available quality of the connection
or trust level, to choose the network protocol or the
level of encryption to use. If another host requires a
binding it will be given another proxy definition, ded-
icated to the link between the two components. For
example, a component on the same LAN will receive
a proxy that uses the network driver interface directly
without any encryption, whereas another component,
located in an “untrusted” domain, will receive a TCP-
based proxy with data encryption.

This extreme level of flexibility and dynamism lets
us deal with any QoS or security constraints on a “per-
binding” basis: each binding between components can
be dedicated, enforcing any requirements or specifica-
tion of the application domains or component seman-
tics.

Moreover, because the underlying execution envi-
ronment does not impose any predefined logical ab-
stractions, there are no limits to what can be done in
terms of adaptation, within the security constraints,
if any, defined by the administrator of the host.

Another example is represented in Figure 2 : a com-
ponent A is bound to another component B. Because
distributed environments can change rapidly, for per-
formance or fault tolerance reasons, it may happen
that component B needs to be dynamically replicated,
as a set of B’ components in the figure, for example if
it has too many “clients”. Thanks to the reification of
bindings and to the dynamism of the YNVM we can
change “on-the-fly” the bindings between component
B and its “clients”, again on a “per-bindings” basis.
Thus “group communication” bindings, dedicated to
the properties of the replication strategy used for com-
ponent B and the specificities of each client, can be
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Figure 3: Performance of agent migration.

installed.

As opposed to many distributed environments,
which rely on a static compiler to “export” objects
or components, with our architecture bindings be-
tween components are dynamically defined and there-
fore any component can be exported as and when nec-
essary. Instead of having a fixed partition between lo-
cal components and exported components defined at
compile time, this partition is (re)defined dynamically
and thus can exploit any runtime informations, such
as identity or location of “client” components or avail-
able resources, to grant a binding request.

3 Performance evaluations

In order to evaluate our architecture, we are inter-
ested in measuring both the impact of the reflection
and dynamic flexibility, compared to traditional static
approach, and the performances of the dynamic adap-
tation, from switching between two existing compo-
nents to dynamically generating new code.

To evaluate the performance of the resulting en-
vironment for distributed computing we consider two
experiments that, from our point of view, are repre-
sentative of the performance bottleneck of any mid-
dleware.

The first measurement we made was the migration
of a component, since it represents a critical opera-
tion for mobile agent-based applications. It implies
the following steps: (i) serialization of the expression;
(ii) transmission over the network; (iii) deserialization;
(iv) evaluation of the agent; (iv) serialization of the
result; (v) transmission of the result and (vi) deserial-
ization of the result.

As shown in Figure 3, using a Power-PC G3
290MHz, over UDP on a LAN, with a BMAC net-
work card as the evaluation host, total time was 527us,
whereas the ping latency was about 475us with Lin-
uxPPC and more than 600us with MacOS. Using a
Power-PC G3 366MHz with a GMAC network card
brings the total cost to less than 200us. The agent
consists of a few lines of code collecting information
about the state of the host. In comparison, migra-
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Figure 4: Performance of remote method invocation.

tion of a similar agent using Java® between 550MHz
Pentium-IIT running Linux® required hundreds of mil-
liseconds.

The second measurement was a classical remote
method invocation, which is the basic service of any
distributed computing environment. As opposed to
traditional middleware, bound to the static RPC
model, our environment allows us to test remote evalu-
ation of dynamically-deployed code, like in the PLAN
active network [HIC98].

Under the same conditions, as illustrated in figure
4, the total cost of a remote invocation was 145us (on
the G3 366 MHz, which had a ping of 130us), with seri-
alization on both sides. In contrast, a remote method
invocation, using different native Corba ORBs over
Linux, range from 700us to 1.5ms and several mil-
liseconds with Java RMI.

This dynamic “remote evaluation” facility allows
the fast dynamic deployment of components, as well
as the construction of efficient distributed shared en-
vironment abstractions.

Another test consists of dynamically generating a
binding factory for creating stub/skeleton pairs for
components implementing some given interface. On
the Power-PC G3 290MHz, with an interface compris-
ing twelve methods, creation time is about 600us, after
which new stub/skeleton pairs, for any components
implementing the interface, can be dynamically cre-
ated in a couple of us. That is, an application can de-
cide to turn a simple local component into a server ac-
cessible from network in a few micro-seconds. A simi-
lar recompilation mechanism is used to define the as-
pect wrapper component mentioned earlier, on which
it was possible to wrap aspects to adapt its wrapping
strategy and semantics. The time needed to dynam-
ically recompile a function containing several tens of
lines of code is about a hundred of micro-seconds.

These first measurements show that (i) adaptation
can be really efficient; (ii) dynamic reflexivity and flex-
ibility do not prevent us from having good perfor-
mances.

5jdk 1.1.8
Smachines were connected with 100Mbits Ethernet.

4 Related Works

Our work can be compared to different kinds of
projects, from extensible operating systems to reflex-
ive middleware and MOP-based systems.

The 2K system [KYH+01] is composed of a reflex-
ive micro-kernel (Off++) and middleware (Dynamic
TAQ) that reifies dependencies among components.
The objective is the management of these dependen-
cies, but flexibility is still limited by the underlying
micro-kernel and language aspects are not reified at
all. One could say that we have tried to apply an Ez-
okernel approach to this architecture, hence putting
the middleware almost on bare hardware, and used
language techniques in addition to allow complete flex-
ibility.

Flexible operating systems, such as Spin [SP95] or
Ezokernel [Ex095], offer some flexibility, but only for
the system aspects and therefore do not provide low-
level mechanisms for reflection and interoperability.
Moreover, projects based on extension loading such
as Spin restrict the flexibility by imposing static, pre-
defined security rules, where we argue that security is
an application domain-specific concern: two different
applications, even if they use common security mecha-
nisms or algorithms, will not necessarily have the same
requirements, especially considering the trade-off be-
tween performance and security level that has to be
done.

Reflexive middleware such as Open-ORB [BC+9§]
and Quality Objects [LPS00], while offering a certain
level of flexibility, are still limited: the framework it-
self can not be changed on-the-fly and reconfiguration
possibilities are bound to those of the underlying OS.
As an example, communication relies on the socket
layer and nothing can be adapted beyond it (protocol
parameters, buffer management, etc.).

To face the lack of support for real-time constraints
in Corba middleware, [KSL99] proposes to enhance a
Corba ORB (TAO) with a pluggable protocols frame-
work to allow dynamic change of transport protocols.
Once again, because the middleware relies on a rigid
and closed operating system, adaptation is limited
by the underlying execution environment’s flexibility.
Moreover, it is still an ad-hoc solution to a specific
problem.

Microsoft .Net [MSN] is another project we could
be compared to. Microsoft framework aims at re-
sponding to the needs of every possible user or appli-
cation. Thus, it applies a “one-size-fits-all” approach
which is known to (i) poorly face the evolution of
application requirements and semantics; (ii) penalize
performance; (iii) be closed, and thus to impose arti-



ficial constraints on developers.

In contrast, we want to give any user/application
the ability to adapt the execution environment to their
requirements and semantics, which results in (i) a bet-
ter match with application needs; (ii) a more evolu-
tionary solution, as each emerging application domain
will not imply an update of the framework; (iii) bet-
ter performance in the execution environment, as an
application will never suffer from a “one-size-fits-all”
service as often found in traditional operating systems.

5 Conclusions and perspectives

This paper presented the architecture of an execu-
tion environment for next-generation distributed com-
puting environments. Our proposition follows a “less
is better” philosophy and thus relies on two standalone
sets of components representing the natural coupling
between language and system aspects: the THINK ex-
okernel, which reifies hardware resources in a “policy
neutral” fashion (i.e., without any additional seman-
tics) and the YNVM dynamic code generator, which
is a fully-open, reflexive and flexible programming and
execution environment.

Moreover, this basic execution environment does
not impose any predefined logical abstractions, but it
allows the dynamic construction of specialized higher-
level execution environments including both system
aspects, such as communications or scheduling, and
language aspects, like programming paradigms.

The main contribution of this work is to propose
a fully-open platform that reconciles reflection with
performance. The resulting execution environments
inherit the best of several worlds: flexibility, dynam-
icity, simplicity and performance.

We also argue that “ease of development”, secu-
rity and transparency should not justify rigid and
closed execution environments. Because security, pro-
gramming model or distribution aspects are part of
application-domain semantics, an application must
have the possibility to adapt them.

However we only provide a solution for bringing dy-
namic adaptability and performances together, there-
fore some support for expressing configuration and
thus component composition is still needed. We be-
lieve an extensible configuration language following
Domain Specific Language (DSL) principles can be
used with a contract-based approach for component
composition. It will ease the writing of adaptation
scripts, while ensuring configuration/execution prop-
erties.

Dynamic construction and adaptation of a dedi-
cated environment execution could be expressed in a
configuration and deployment DSL and rely on a set

of DSLs, one for each aspect of the system (communi-
cation, scheduling, security or language features).

We are currently in the process of porting our ar-
chitecture to Linux, as a kernel module. We are also
working on a standalone “Java-like” execution envi-
ronment, defined on top of THINK /YNVM, in order
to offer adaptable QoS for Java applications.
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